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3 Inspired by Reservoir Computingwe add Memory Units to Transformer to reduce their complexity from O(n ) to O(1).
2

What about the results ?

Several Reservoirs in parallelimplement the Memory, eachwith its own dynamics.

Each Memory read other Memories and

compute its own Keys and Values to modify

input as its needs.

Self-attention is applied on

current State to extract

relevant features.

Feed Forward layers

enhance our features

with knowledge learned

during the training.

N
 la
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rs

1,2,3

M Reservoirs

Currently, all memories are updated at each timestep. We could use an
Adaptive Leak Rate, or take inspiration from Mixture of Expert to freeze
most of the memories. That way, computations will be reduced and the
model will be better to store information on the long term.

PERSPECTIVES

BackPropagation Trough Time is really expensive. To be competive with
Transformers, we must find a way to get rid of it.  

Is it able to generate text ? Work in progress...

Reservoir reproduces past patterns like an
“Echo” in a cave reproduces the sound.

How does Reservoir work ?

Reservoir weights (W    , W  ) are selected
randomly and fixed. 

Spectral Radius and Leak Rate of the reservoirs
are learned by BackPropagation during training.

Rin R

[2] Geva et al., Transformer feed-forward layers are key-value memories. 
[3] Jaeger, The “echo state” approach to analysing and training recurrent neural networks-with an erratum note.
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Legend
 I : input dimension
O : output dimension
D : key, value, query dimension
R : reservoir dimension
M : number of memory units
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